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Semantic Segmentation

CNN

Run	“fully	convolutional”	network	
to	get	all	pixels	at	once

Smaller	output		
due	to	pooling
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Problem:	convolutions	at	original	
image	resolution	is	very	expensive!
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In-Network upsampling: Max Unpooling
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Learnable Upsampling
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Learnable Upsampling
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Learnable Upsampling: 1D Example
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Semantic Segmentation

Long,	Shelhamer,	and	Darrell,	“Fully	Convolutional	Networks	for	Semantic	Segmentation”,	CVPR	2015



Beyond Semantic Segmentationpixels%in,%pixels%out
monocular#depth#estimation#(Liu#et#al.#2015)

boundary#prediction#(Xie#&#Tu#2015)

semantic
segmentation

3Slide#credit:#Jonathan#Long



Computer Vision and Learning Group (VLG)

Table 1: Comparison with other datasets of clothed humans.

Dataset Captured Body Shape Registered Large Pose Motion High Quality
Available Variation Sequences Geometry

Inria dataset [14] Yes Yes No No Yes No
BUFF [15] Yes Yes No No Yes Yes
Adobe dataset [12] Yes No Yes! No Yes No
RenderPeople Yes No No Yes No Yes
3D People [10] No Yes Yes! Yes Yes Yes
Ours Yes Yes Yes Yes Yes Yes

! Registered per-subject, i.e. mesh topology is consistent only within the instances from the same subject.

Figure 4: Examples from the CAPE dataset: we provide accurate minimal-dressed body shape (green), clothed body scans with large pose and clothing
wrinkle variations, all registered to the SMPL mesh topology (blue).Generative	human	modelling
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Fig. 6. Ground truth grasps and generated grasps. Each row corresponds to one object.
Left three columns show the ground truth grasps, each in three di↵erent view points.
The middle three columns show one generated example, and the right tree columns
show another generated example. More samples can be found in supplementary.

Table 2. Statistics of user study.

mean std. # samples

Our generated samples 3.024 1.389 2411

Ground truth examples 3.236 1.330 497

5 Conclusion

In this work, we propose a novel representation for hand-object interaction,
namely the grasping field, in which the hand, the object, the contact surface,
and the inter-penetration volume can be straightforwardly represented in an uni-
fied framework. To verify the e↵ectiveness, we address two challenging tasks in
our work, joint hand-object reconstruction from RGB images, and hand grasp-
ing generation provided a 3D object. Our experiments show that our method
outperforms baseline w.r.t. hand-object reconstruction, and the generated hand
poses are similar to the ground truth. Therefore, we conclude that the grasping
field is an e↵ective and powerful representation.
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Figure 1: 3D human bodies with various shapes and poses are automatically generated to interact with the scene. Appropriate
human-scene contact is encouraged, and human-scene surface interpenetration is discouraged.

Abstract

We present a fully-automatic system that takes a 3D
scene and generates plausible 3D human bodies that are
posed naturally in that 3D scene. Given a 3D scene without
people, humans can easily imagine how people could inter-
act with the scene and the objects in it. However, this is a
challenging task for a computer as solving it requires (1)
the generated human bodies should be semantically plausi-
ble with the 3D environment, e.g. people sitting on the sofa
or cooking near the stove; (2) the generated human-scene
interaction should be physically feasible in the way that the
human body and scene do not interpenetrate while, at the
same time, body-scene contact supports physical interac-
tions. To that end, we make use of the surface-based 3D

human model SMPL-X. We first train a conditional varia-
tional autoencoder to predict semantically plausible 3D hu-
man pose conditioned on latent scene representations, then
we further refine the generated 3D bodies using scene con-
straints to enforce feasible physical interaction. We show
that our approach is able to synthesize realistic and expres-
sive 3D human bodies that naturally interact with 3D envi-
ronment. We perform extensive experiments demonstrating
that our generative framework compares favorably with ex-
isting methods, both qualitatively and quantitatively. We
believe that our scene-conditioned 3D human generation
pipeline will be useful for numerous applications; e.g. to
generate training data for human pose estimation, in video
games and in VR/AR.
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Human	Scene	Interaction

Qualitative Results MPII-Multi Person
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Fig. 1. Sample multi-person pose estimation results by the proposed DeeperCut.

Often, model complexity has to be treated for speed and thus many models do
not consider all spatial relations that would be beneficial for best performance.

In this paper we contribute to all three aspects and thereby significantly
push the state of the art in multi-person pose estimation. We use a general
optimization framework introduced in our previous work [10] as a test bed for
all three key ingredients proposed in this paper, as it allows to easily replace
and combine di↵erent components. Our contributions are three-fold, leading to a
novel multi-person pose estimation approach that is deeper, stronger, and faster
compared to the state of the art [10]:

– “deeper”: we propose strong body part detectors based on recent advances in
deep learning [12] that – taken alone – already allow to obtain competitive
performance on pose estimation benchmarks.

– “stronger”: we introduce novel image-conditioned pairwise terms between
body parts that allow to push performance in the challenging case of multi-
people pose estimation.

– “faster”: we demonstrate that using our image-conditioned pairwise along with
very good part detection candidates in a fully-connected model dramatically
reduces the run-time by 2–3 orders of magnitude. Finally, we introduce a
novel incremental optimization method to achieve a further 4x run-time
reduction while improving human pose estimation accuracy.

We evaluate our approach on two single-person and two multi-person pose
estimation benchmarks and report the best results in each case. Sample multi-
person pose estimation predictions by the proposed approach are shown in Fig. 1.

Human	pose	estimation


