
Machine Perception - Pen & Paper Solutions
Reinforcement Learning

Instructor: Prof. Otmar Hilliges
TA: Sammy Christen

1 Markov Decision Processes

Given is the following example environment shown in Figure 1. We are in a SuperMario environment and want to
model it as an MDP, so that we can train an RL agent on it. The goal of Mario is to finish a level as quickly as possible
without dying whilst collecting as many coins as possible on the way. Please define a possible state space, discrete
action space and possible events which will get rewarded (at least 3) of this MDP.

Figure 1: Super Mario Screenshot

State Space: 1) Pixels or 2) position, (velocity), score, block position, enemy position. 3) basically any feasible state
space such that the Markov Property holds, i.e., the state accurately foretells the probabilities of rewards and next state
for each action that could be taken.

Action Space: Left, Right, Jump (optional: duck, special)

Reward: Points, coins, finish, negative for death, killing enemy, getting powerups, seeing a new state, distance, ...
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2 Dynamic Programming

2.1 Value Iteration

On the left of Figure 2.1, we are provided with the following initial values based on the belief of an anonymous oracle.
Assuming that the environment is deterministic with the actions up, down, left, right, use the value iteration algorithm
(γ = 1, step cost: 15) to fill out the blanks on the right for one update step of the state space.

2.2 Convergence of Value Iteration

In this exercise, we want to proof that the value iteration algorithm converges to the optimal value.

To do so, we first rewrite the value iteration update equation introduced in the lecture:

T ∗(V) = max
a∈A

∑
s′, r

p(s′, r|s, a) [r(s, a) + γV(s′)] (1)

This is the Bellman optimality operator T ∗ for an estimate of the value function V. We need to prove that if we keep
applying the Bellman operator to our value function, we will converge to the optimal values:

lim
k→∞

(T ∗)k(V) = V∗ (2)
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In a first step, we need to show that the Bellman operator is a contraction mapping, i.e., for any two value function
estimates V1 and V2, the following holds:

max
s∈S
|T ∗(V1(s)) − T ∗(V2(s))| ≤ γmax

s∈S
|V1(s) − V2(s)| (3)

1) Prove that the contraction property holds

Hints: i) |maxx f (x) − maxxg(x)| ≤ maxx| f (x) − g(x)|

ii)
∑

s′, r p(s′, r |s, a) = 1

maxs∈S |T (V1(s)) − T (V2(s))|

= maxs∈S

∣∣∣maxa∈A
∑

s′, r p(s′, r|s, a) [r(s, a) + γV1(s′)] −maxa∈A
∑

s′, r p(s′, r|s, a) [r(s, a) + γV2(s′)]
∣∣∣

≤ maxs∈S

[
γmaxa∈A

∣∣∣∑s′, r p(s′, r|s, a) V1(s′) −
∑

s′, r p(s′, r|s, a) V2(s′)
∣∣∣] using hint i)

= maxs∈S

[
γmaxa∈A

∑
s′, r p(s′, r|s, a) |V1(s′) − V2(s′)|

]
≤ γmaxs∈S |V1(s) − V2(s)| using hint ii)

Now that we have shown that the Bellman operator T is a γ-contraction mapping (the value functions are getting closer
by at least γ after applying T), we know that the contraction mapping theorem holds:

Contraction Mapping Theorem
Let X be a complete metric space with a contraction mapping T: X → X, then T admits to a unique fixed point x* in X
(i.e. T(x*)=x*).

2) Use the contraction mapping theorem and the Bellman optimality equation to show that the value iteration algorithm
converges for an arbitrary initial value function according to equation 2.

Reminder Bellman optimality equation:

V∗(s) = max
a∈A

∑
s′, r

p(s′, r|s, a) [r(s, a) + γV∗(s′)] (4)

From the contraction mapping theorem, we know that there is one unique solution for our Bellman optimality operator.
From the Bellman optimality equation, we know that T ∗(V∗) = V∗ (i.e. the optimal value is the fixed point). We now
just need to show that any value function will converge to the optimal solution. Using equation 3, we can follow that
for any arbitrary value function Ṽ(s), the following holds:

maxs∈S |T ∗
(k)

(Ṽ(s)) − T ∗
(k)

(V∗(s))| ≤ γ(k) maxs∈S |Ṽ(s) − V∗(s)|

which means that after each step, the value functions are getting closer and therefore:

limk→∞

(
maxs∈S |T ∗

(k)
(Ṽ(s)) − T ∗

(k)
(V∗(s))|

)
= limk→∞

(
maxs∈S |T ∗

(k)
(Ṽ(s)) − V∗(s)|

)
Thus, when k → ∞, then maxs∈S |T ∗

(k)
(Ṽ(s)) − V∗(s)| → 0 and T ∗

(∞)
(Ṽ(s)) = V∗
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3 Deep Reinforcement Learning

In the lecture, we have looked at policy gradient methods in deep reinforcement learning.

1) Explain the main conceptual difference of such methods and Deep Q-learning in maximum 2 sentences.

2) We have also looked into the widely used concept of actor-critic methods. Explain the main difference between
policy gradient and actor-critic methods in maximum 2 sentences.

1) In policy gradient methods, we directly optimize the policy to find the desired behavior without having to learn a
value function. In Deep-Q-learning, on the other hand, we try to create a model of our environment through the value
function and infer a policy from it.
2) Actor-critic methods build on policy gradient methods. The main difference is that in actor-critic, instead of using
rewards from trajectory rollouts as in REINFORCE, a value function represented by a neural network is used as reward
estimate.
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