
Machine Perception - Pen & Paper Solutions
Autoregressive Models

Instructor: Prof. Otmar Hilliges
TA: Emre Aksan

1 RNN as Image Generator

Although GANs and VAEs are the common choices of generative models for images, we can also use a recurrent
neural network. Assume that we represent an image as a sequence of pixels. We train an RNN model (see Fig. 1) on
images x ∈ RT where a pixel xt corresponds to time-step t.
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Figure 1: Generative model of RNN in graphical model notation. ht is RNN hidden state at time-step t.

At each time-step, the RNN gets the pixel xt and updates its hidden state ht by ht = fθ(ht−1, xt), where fθ is a determin-
istic transition function defined by the RNN cell of our choice such as LSTM or GRU.

a) What is the log-likelihood training objective log pθ(x1 · · · xT ) of this model?

log pθ(x1 · · · xT ) =

T∑
t=1

log pθ(xt |x<t)

or

=

T∑
t=1

log pθ(xt |ht−1)

(1)

b) Write one advantage and disadvantage of using this RNN model over VAEs in image modeling task.

Advantage: exact log-likelihood objective.
Disadvantage: slower inference due to sequential generation.

c) Explain how we can generate a new image.

Randomly initialize the hidden state h0 and predict the first pixel x1,
Recursively predict pixel xt by feeding the previously predicted pixel xt−1 and the hidden state ht−1.
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2 Introducing Stochasticity to RNNs

The internal transition structure (i.e., f θ) of a standard RNN is entirely deterministic. The only source of randomness
or variability in the RNNs can be found in the conditional output probability model. More specifically, pθ(xt |x<t) can
be represented with Bernoulli or Gaussian distributions for discrete and real-valued data, respectively. Note that we
can also have a fully deterministic model by predicting just the data rather than parameters of a probabilistic model.

Due to the deterministic evolution of the hidden state, RNNs model the variability in the data by means of the con-
ditional output distributions, which may be insufficient for highly structured data such as speech and images. Such
data can be characterized by the correlation between the output variables (i.e., multivariate data) and strong dependen-
cies between variables at different time-steps (i.e., long-term dependencies). There also exists a complex relationship
between the underlying factors of variation and the observed data.
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Figure 2: Variational RNN (VRNN) in graphical model notation. RNN is augmented with a random latent variable zt.
Green dashed connections represent the computation that is part of the inference model.

RNNs are often augmented with random latent variables (see Fig. 2) in order to increase the modelling capacity and to
better capture the uncertainty. Another motivation for including stochastic latent variables in auto-regressive models
is to infer, from the observed variables in the sequence (e.g. pixels or sound-waves), higher-level abstractions (e.g.
objects or speakers). Disentangling in such way the factors of variations is also appealing in sequential models as it
would increase high-level control during generation.

2.1 VAE interpretation

VRNN contains a VAE at every time-step. Let us decompose the standard VAE into prior, inference and generation
operations in order make a better connection with VRNNs. As you know from the lecture, the prior term is a fixed
Gaussian N(0, I) while the inference and generation operations are parameterized by neural networks.

Similarly, the VRNN consists of the same prior, inference and generation operations as well as a recurrence step to
take into the temporal structure. Moreover, the prior is dynamic and conditioned on the state variable ht−1 (see Figures
2 and 3-a). There is a common subset between the inference φ and generative θ model parameters. The operations are
tied through the RNN hidden state ht.
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(a) Prior (b) Generation (c) Recurrence (d) Inference

Figure 3: VRNN decomposed into individual operations.
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Note that our notation drops the condition on the hidden states when we mention the distributions over the set of
variables. For example, pθ(z) = pθ(z1 . . . zT ) and the random variables zt depends on the deterministic variables ht−1
as in Fig.3-(a). While we could write the condition explicitly pθ(z|h), we use pθ(z) in our notation. It also applies to
pθ(x) and qφ(x|z).

a) Write down the factorization over-time of the prior pθ(z). (Hint: consider the prior and recurrence graphs.)

As mentioned above, the prior is no longer a fixed Gaussian. It is conditioned on the hidden state. We still use a
network to predict µ and σ of a Normal distribution similar to the VAE approximate posterior.

pθ(z) =

T∏
t=1

pθ(zt |z<t, x<t), (2)

where the condition on x<t and z<t correspond to the dependencies on the past time-steps through the determinis-
tic hidden state ht−1. We fill be following this notation. The following solutions are also accepted if you explain
your assumption.

pθ(z) =

T∏
t=1

pθ(zt |ht−1), (3)

where the dependencies on the past instances x<t and z<t are implicitly captured by ht−1. Or we can write it
explicitly as follows:

pθ(z) =

T∏
t=1

pθ(zt |ht−1)pθ(ht−1|ht−2, zt−1, xt−1) (4)

b) Write down the factorization over-time of the inference model qφ(z|x). (Hint: consider the inference and recur-
rence graphs.)

It is very similar to the ELBO in non-sequential VAEs. We need to make a temporal extension by considering
the dependencies over time.

qφ(x|z) =

T∏
t=1

qφ(zt |xt, x<t, z<t), (5)

where the condition on x<t and z<t correspond to the dependencies on the past time-steps through the determin-
istic hidden state ht−1.

c) Write down the transition function fθ. Intuitively explain what difference does it make compared to the deter-
ministic transition function in the first part? (Hint: consider the recurrence graph.)

ht = fθ(ht−1, xt, zt) (6)

The latent random variable is part of the transition function now. The stochasticity in the latent samples intro-
duces a new source of variation. It makes the transition function more robust.

Moreover, the latent variables are expected to capture high-level properties in the data, which also involves
predictive features. In other words, the latent variable z is carrying information about the future steps. For more
details on this, please see the explanation to question (g) below.

d) Write down the factorization over-time of the generative model pθ(x, z). (Hint: consider the prior, generation
and recurrence graphs.)

pθ(x, z) =

T∏
t=1

pθ(xt |zt, z<t, x<t)pθ(zt |z<t, x<t), (7)

where the condition on x<t and z<t correspond to the dependencies on the past time-steps through the determin-
istic hidden state ht−1.
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e) What is the variational lower-bound (i.e., Lt(θ, φ; xt)) on the log-likelihood at time-step t (i.e., log pθ(xt))?

In the lecture, you have seen the variational lower bound (i.e., ELBO) for VAE:

L(θ, φ; x) = Eqφ(z|x)[log pθ(x|z)] − DKL(qφ(z|x)||pθ(z)) (8)

We follow the same formulation by considering the random variables xt and zt at timestep t. We use the decom-
position in part (a) and (b).

log pθ(xt) ≥ Lt(θ, φ; xt) = Eqφ(zt |xt ,x<t ,z<t)[log pθ(xt |zt, z<t, x<t)] − DKL

(
qφ(zt |xt, x<t, z<t)||pθ(zt |z<t, x<t)

)
, (9)

f) What is the full training objective (i.e. ELBO L(θ, φ; x))?

We simply take the sum of single step ELBO Lt over the entire sequence.

L(θ, φ; x) =

T∑
t=1

Eqφ(zt |xt ,x<t ,z<t)[log pθ(xt |zt, z<t, x<t)] − DKL

(
qφ(zt |xt, x<t, z<t)||pθ(zt |z<t, x<t)

)
(10)

g) In the standard VAE, the KL-divergence term ensures that the approximate posterior does not deviate too much
from the fixed prior. It can be considered as a bound on the approximate posterior, enforcing the model to pack
more information. Hence, it results in a smoother latent space. Consider the KL-divergence term in the VRNN
objective. Intuitively explain what it does imply. (Hint: consider the inputs of the approximate posterior and
the prior models and the trade-off between the ELBO terms.)

First, let’s have a look at the ELBO. The first term is the reconstruction of the current step xt by using the
previous hidden state ht−1 and the latent sample zt. At training time, the latent variable zt (i.e., the inference
model qφ(zt |xt)) is computed by using the hidden state ht−1 and the current step xt. If you ignore the recurrence,
it is the same as the VAEs.

Note that the inputs of the approximate posterior (i.e., inference) and prior models are the same except the
additional input xt to the inference model. Due to the difference in the inputs, there is a discrepancy between
these distributions by design.

As we know, the KL term aims to minimize the discrepancy between the approximate posterior and the prior.
There are two scenarios:

(i) The approximate posterior model ignores the additional information from xt so that minimizing the KL
term is straightforward. In this case the latent variable zt is no longer informative and the generation mostly
relies on the hidden state ht−1.

(ii) The approximate posterior model exploits some information from the input xt so that the reconstruction
term (i.e., the first term in ELBO) is better optimized. In the meantime, the KL term ensures that (a) the
approximate posterior does not memorize the input content xt and (b) the prior is enforced to be predictive
of the next step t by only using the past information ht−1. Note that the latter is achieved since the prior is
also parameterized by a network.

Hence, we can reliably use the prior zt to predict the next step xt+1 at test time.
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