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1 Basics

In this section, we will look at a few questions about GANs in order to provoke more thought into the subject area. In
the remainder of this assignment, we refer to the discriminator as D and the generator as G.

1.1 Description of GANs

The lecture has introduced the concept of GANs. Excited, you want to write down in your journal what you have
learned. In your own words, provide a brief and intuitive description what the main idea behind the GAN framework
is. Describe the individual components, how they interact and what the main objective is.

Generative Adversarial Networks is a framework where a discriminator D and a generator G play a two-player game.
The goal of G is to produce samples that are similar to the training data provided to the framework. On the other hand,
the discriminator D is tasked with distinguishing between the real data samples and those produced by G.

1.2 Output characteristics of GANs

Now you want to implement your own generative model to produce synthetic images. Last week Variational Autoen-
coders were introduced. To decide which model you want to go with, you check out some comparisons. In Figure 1
you will see two collection of images produced by a Variational Autoencoder and the generator of a GAN framework.
Label each image with which model it was generated and offer a brief explanation of your answer.

Figure 1a was produced by a GAN framework, whereas figure 1b was produced by a VAE. This can be seen by the
characteristically blur typically seen in samples produced by a VAE. On the other hand, GANs tend to produce more
sharper images.

1.3 Training issues

You decide to go with GANs and train your first model following the algorithm provided in the original paper. Once
you finished training, you look at some of the results of G. Figure 2 shows some of these generated images. You feel
something is not right. Describe what you observe, what this phenomenon is called and what caused it.

The samples all look very similar to each other. This means that the generator has incurred a mode collapse. This
happens when the generator focuses on just one mode of the data which heavily reduces the sample diversity.
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(a) (b)

Figure 1: Output of different generative models. (Image taken from [Deep Generative Models: Practical Comparison
Between Variational Autoencoders and Generative Adversarial Networks, El-Kaddoury et al., 2019])

Figure 2: A puzzling issue that occurred within the generator. (Image taken from [Wasserstein GAN, Arjovsky et al.,
2017])

1.4 Extending the basic functionality

You train your GAN model on images of cats and dogs. Now that you have a generator that can produce images of
animals, you would like to be able to control the properties of the image. Some examples of properties could be the
animal type or fur colour. Therefore, you would like to introduce some measure of control over the output of the
generator. Explain how you would extend the basic GAN framework to introduce a measure of control and how the
training would look like.

One way of doing this would be to introduce a class label into the input of the generator and discriminator, leading to
the following modified loss function:

max
D

V(D,G) = Ex∼pd [log D(x|y)] + Ez∼pz [log(1 − D(G(z|y)|y))] (1)

Where y is the corresponding class label (for example, corresponding to cats or dogs). This was introduced by [Con-
ditional Generative Adversarial Net, Mirza et al., 2014]. However this requires the dataset to have the appropriate
labels. The training would look exactly the same as in the original algorithm, with the exception of passing the labels.
Therefore if you want to produce an image of a certain class, you just need to pass the corresponding class label and
the generator will output the corresponding image.
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2 New loss function

Much research has been done in developing novel loss functions in order to stabilize the training of GANs. In this
section, we will look at a different loss function and derive certain properties.

2.1 Changing the generators loss function

You have seen in the lecture that the original loss function does not provide good gradients to the generator early in the
training, which may lead to slow convergence or even divergence. To combat this, the loss function for the generator
was changed to − log D(G(z)). However, we loose the connection to the JS divergence, as the original theoretical
derivation was done using log(1 − D(G(z))) as a loss for G. Here we will look at an alternative loss function for G
and take a look at its properties. Given D and G, we optimize their respective parameters using the following loss
functions:

max
D

V(D,G) = Ex∼pd [log D(x)] + Ez∼pz [log(1 − D(G(z)))]

min
G

V(D,G) = Ez∼pz [− log
D(G(z))

1 − D(G(z))
]

(2)

1) Inspect the loss of G. Where are the gradients the best? If we assume that early during training, the discriminator is
optimal, would this loss function be a good choice for G?

The plot for the loss and its gradient in the interval [0, 1] can be seen in figure 3. We see that when the discriminator
is good at rejecting the fake samples, as well as when it is bad at doing so, the gradient magnitude are the highest.
Therefore under the assumption that the discriminator is optimal early during training, this loss function would provide
a strong learning signal for G. However, if D is too good (or conversely, too bad), the gradient magnitude will be too
large which can in turn lead to divergence.

(a) f (x) (b) f ′(x)

Figure 3: Plotting the loss f (x) =
log(x)

log(1−x) and its derivative f ′(x) in the interval [0, 1].

2) Given these losses, derive the optimal discriminator D∗G.

As the loss function for D is still the same as in the original derivation, the optimal D does not change:

V(G,D) =

∫
x

pd(x) log(D(x))dx +

∫
z

pz(z) log(1 − D(G(z)))dz

=

∫
x

pd(x) log(D(x)) + pg(x) log(1 − D(x))dx

=

∫
x

f (D(x))dx

(3)
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Where we define f (D(x)) = pd(x) log(D(x)) + pg(x) log(1 − D(x)). As seen in the lecture, a function of the form
f (y) = a log y + b log(1 − y) reaches its maximum in [0, 1] at a

a+b . Plugging in the values of 3, we get:

D∗G(x) =
pd(x)

pd(x) + pg(x)
(4)

3) Show that given the optimal discriminator D∗G, the loss of G leads to the minimization of the KL(pg||pd), where
KL(p||q) is the KL-divergence term defined as:

KL(p||q) = Ex∼p[log
p(x)
q(x)

] (5)

G minimizes the following loss function:

V(D∗G,G) = Ez∼pz [− log
D∗G(G(z))

1 − D∗G(G(z))
]

= Ex∼pg [− log
D∗G(x)

1 − D∗G(x)
]

= Ex∼pg [log
1 − D∗G(x)

D∗G(x)
]

(6)

Plugging in the definition of the optimal discriminator we get using 1 − pd(x)
pd(x)+pg(x) =

pg

pd(x)+pg(x) :

Ex∼pg [log
1 − D∗G(x)

D∗G(x)
] = Ex∼pg [log

pg

pd(x) + pg(x)
pd(x) + pg(x)

pd(x)

= Ex∼pg [log
pg(x)
pd(x)

]

= KL(pg||pd)

(7)
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