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TA: Emre Aksan

1 Stochastic Optimization

In the lecture, you have seen the variational lower bound (i.e., ELBO) for VAE:

L(θ, φ; x) = Eqφ(z|x)[log pθ(x|z)] − DKL(qφ(z|x)||pθ(z)) (1)

where we use neural networks with parameters φ and θ to model qφ(z|x) and pθ(x|z) distributions, respectively. In order
to learn the parameters θ and φ by using a gradient-based technique, we need to calculate the gradient of ELBO w.r.t.
θ and φ, i.e. ∇θ,φL(θ, φ; x). Note that both terms of ELBO require integration.

1.1 Analytic Solution of KL-divergence term

The KL-divergence term in ELBO is calculated by

−DKL(qφ(z|x)||pθ(z)) =

∫
qφ(z|x) log

pθ(z)
qφ(z|x)

dz (2)

The integration can be avoided by choosing both the approximate posterior qφ(z|x) and the prior pθ(z) distributions
from a parametric family. Namely, the prior pθ(z) = N(0, I) is a 0-mean, unit-variance Normal distribution. Similarly,
we define the approximate posterior as qφ(z|x) = N(µ, σ2I), where the mean and the diagonal covariance matrix are
estimated by using the recognition network given a data sample x. Let J be the dimensionality of z, µ j and σ j denote
the j−th element of these vectors. Note that σ2I refers to a covariance matrix where entries of σ2 are in the diagonal.
Write down the analytical solution of the KL-divergence term in Eq.(2).

Hint: The full derivation is tedious. For any p(z) = N(µp, σ
2
pI) and q(z) = N(µq, σ

2
qI) distributions, we can derive the

following: ∫
p(z) log q(z)dz = −

J
2

log 2π −
1
2

J∑
j=1

logσ2
q, j −

1
2

J∑
j=1

σ2
p, j + (µp, j − µq, j)2

σ2
q, j

(3)

You can make use of it by rearranging the integral in Eq.(2)

By using the log properties Eq.(2) can be written

−DKL(qφ(z|x)||pθ(z)) =

∫
qφ(z|x) log pθ(z)dz −

∫
qφ(z|x) log qφ(z|x)dz (4)

where the individual integral terms are in the same structure with the derivation provided in Eq.(3). Note that our prior
distribution pθ(z) has 0-mean and unit-variance.

First term: ∫
qφ(z|x) log pθ(z)dz = −

J
2

log 2π −
1
2

J∑
j=1

(σ2
j + µ2

j ) (5)
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Second term: ∫
qφ(z|x) log qφ(z|x)dz = −

J
2

log 2π −
1
2

J∑
j=1

logσ2
j −

1
2

J∑
j=1

σ2
j + (µ j − µ j)2

σ2
j

(6)

= −
J
2

log 2π −
1
2

J∑
j=1

(logσ2
j + 1) (7)

(8)

Adding them:

−DKL(qφ(z|x)||pθ(z)) =
1
2

J∑
j=1

(1 + log(σ2
j ) − µ

2
j − σ

2
j ) (9)

Note that µ and σ are simply functions of x and the variational parameters φ. Since we the KL-divergence term
analytically, it is also straightforward to calculate the gradients w.r.t. φ.

1.2 Monte Carlo Gradient Estimator

In latent variable models we often encounter the problem of computing gradient of an expectation

∇ϕEpϕ(z)[ f (z)] = ∇ϕ

∫
pϕ(z) f (z)dz (10)

where the random variable z is parameterized by ϕ and its samples are fed into another differentiable function f . We
need to calculate the gradient of a stochastic process w.r.t. ϕ as in Eq. (10). Note that it is equivalent to the first term
of ELBO in Eq. (1) when f = log pθ(x|z). We manage to circumvent the integration required by the KL-divergence
term by calculating the analytic solution. Here we apply the famous reparameterization trick which in this case allows
us to compute the gradient in a more amenable way:

∇ϕEpϕ(z)[ f (z)] = Ep(ε)[∇ϕ f (g(ε, ϕ))] (11)

Now we calculate the expectation of a gradient instead of the gradient of an expectation. We can compute the expec-
tation by Monte Carlo integration:

Ep(ε)[∇ϕ f (g(ε, ϕ))] =
1
S

S∑
s=1

Ep(ε)[∇ϕ f (g(ε(s), ϕ))], ε(s) ∼ p(ε) (12)

In practice, we draw S samples from the noise distribution p(ε) and average the gradients. Your task is deriving Eq.
(11) for an auxiliary variable ε and a deterministic function g(ε, ϕ).

Hint: g(ε, ϕ) provides us a transformation from a marginally independent distribution p(ε) to pϕ(z). The density of the
distribution is invariant under the change of variables.

The change of variables: p(z)|dz| = p(ε)|dε| where dz and dε are infinitesimals. Similarly, we can transform our
expectation into ∫

pϕ(z) f (z)dz =

∫
p(ε) f (z)dε =

∫
p(ε) f (g(ε, ϕ))dε (13)

Substitute the integral in Eq.(10) by Eq.(13):

∇ϕEpϕ(z)[ f (z)] = ∇ϕ

∫
p(ε) f (g(ε, ϕ))dε (14)

= ∇ϕEp(ε)[ f (g(ε, ϕ))] (15)

In Eq.(15), the gradient is now unrelated to the distribution with which we take the expectation (i.e., p(ε)), easily
passing through the expectation:

Ep(ε)[∇ϕ f (g(ε, ϕ))] (16)
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2 Hierarchical Latent Variable Models

In order to increase expressiveness of latent variable models, we can form a hierarchy of stochastic latent variables by
stacking them. In Fig. 1, a hierarchical latent variable model is illustrated. Similar to VAEs you have seen in the class,
we introduce an inference model q(z|x) and optimize a variational lower bound on the log-likelihood:

log pθ(x) ≥ Eqφ(z|x) log
pθ(x, z)
qφ(z|x)

(17)

Figure 1: (Left) Inference (or encoder/recognition) and (right) generative (or decoder) models of a hierarchical VAE.
Circles are stochastic variables and diamonds are deterministic variables (i.e., neural network layers). Note that we
could design the inference model similar to the generative model where the stochastic random variables depend on
each other. This model is equal to a VAE for L = 1.

2.1 Decomposition

Write down the decomposition of inference qφ(z1, · · · , zL|x) and generative pθ(z1, · · · , zL) models.

In the inference model, the latent variables zl are conditioned on the deterministic variables hl. Since hl is calculated
through a number of deterministic operations applied on x, we write the condition as x.

qφ(z1, · · · , zL|x) = qφ(z1|x) · · · qφ(zL|x) (18)

pθ(z1, · · · , zL) = pθ(zL)pθ(zL−1|zL) · · · pθ(z1|z2) (19)

2.2 ELBO

For z = {z1 · · · zL}, the the evidence lower-bound can be written

L(θ, φ; x) = Eqφ(z|x)[log pθ(x|z)] − DKL(qφ(z|x)||pθ(z)) (20)

in terms of the log-likelihood and negative KL-divergence terms. Write down the ELBO with the dependent variables
only by using the decomposition we found in the previous question.
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The derivation is equivalent to single random variable case (see the lecture slides #22 and #23). If we expand the
random variables:

L(θ, φ; x) = Eqφ(z1···zL |x)[log pθ(x|z1 · · · zL)] − DKL(qφ(z1 · · · zL|x)||pθ(z1 · · · zL)) (21)

Following the decomposition of the generative model, x is independent from all zl>1, given z1:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] − DKL(qφ(z1 · · · zL|x)||pθ(z1 · · · zL)) (22)

Expanding the KL-divergence term:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] +

∫
z1···zL

qφ(z1 · · · zL|x) log
pθ(z1 · · · zL)

qφ(z1 · · · zL|x)
dz1 · · · dzL (23)

Now we can use the decomposition of the inference and generative models:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] +

∫
z1···zL

L∏
j=1

qφ(z j|x) log
L∏

i=1

pθ(zi|zi+1)
qφ(zi|x)

dz1 · · · dzL, (24)

where pθ(zL) = pθ(zL|zL+1). The log of a product is the sum of the log of the factors:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] +

∫
z1···zL

L∏
j=1

qφ(z j|x)
L∑

i=1

log
pθ(zi|zi+1)
qφ(zi|x)

dz1 · · · dzL, (25)

We move the sum outside of the integral:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] +

L∑
i=1

∫
z1···zL

L∏
j=1

qφ(z j|x) log
pθ(zi|zi+1)
qφ(zi|x)

dz1 · · · dzL, (26)

Since we only have zi and zi+1 in the log, the qφ(z j|x) will be marginalized out for j < {i, i + 1}.

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] +

L∑
i=1

∫
zi,zi+1

qφ(zi+1|x)qφ(zi|x) log
pθ(zi|zi+1)
qφ(zi|x)

dzidzi+1, (27)

Now we can transform the integral into an expectation and a KL-divergence term:

L(θ, φ; x) = Eqφ(z1 |x)[log pθ(x|z1)] − DKL(qφ(zL|x)||pθ(zL)) −
L−1∑
i=1

Ezi+1∼qφ(zi+1 |x)DKL(qφ(zi|x)||pθ(zi|zi+1)) (28)

giving ELBO for hierarchical latent variable models.
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