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In this document, we provide additional materials to sup-
plement our main submission. In Sec.1, we provide further
implementation details about our proposed method. Next
(Sec.2), we conduct the ablation study on 3D human pro-
posal generation and provide evidence that the hip is the
most reliable joint as the anchor. Furthermore (Sec.2), we
test the robustness of our methods over different number of
views and evaluate the process of our alternating optimiza-
tion. Finally, more qualitative results are demonstrated, in-
cluding comparison between our methods and the SOTA
ones (Sec.3) and also some failure cases (Sec.4).

1. Implementation Details
1.1. Parameters of 3D Human Proposal Generation

For 3D joint candidate reconstruction, we perform the
triangulation from every two views hence set the number of
views C to 2. In the process of candidate association, we
discard the 3D joint candidates with the distance threshold
ρ (0.4m). To select human proposals, we keep the anchors
whose corresponding 3D bounding box contains more than
90 % of the body parts and at the same time whose average
confidences are larger than a threshold (0.3). We set the 3D
bounding box with a fixed size(1.5m× 1.5m× 2m) which
is sufficiently large to cover the people in arbitrary poses.
The orientations of the proposals are aligned with the world
coordinate axes.

1.2. Parameters of Shape-aware Pose Optimization

We set the threshold ρ2D for selecting 2D inliers as 40
pixels. We set the average confidence threshold ρ3D for
removing initial 3D joints as 0.1.

1.3. Details in optimizing SMPL parameters

The objectives and the overall process of alternating
optimization are introduced in Sec 3.2 of the main submis-
sion. As a supplement, we introduce the implementation
details of optimizing SMPL parameters θ, β [5] based on
the concept of [7]. The code will be made available for
research purposes.

Network Architecture.
We use a standard multi-layer perceptron as the Gradient
Updating Network. The network includes 4 blocks, each
of which consists of one fully connected layer, one ReLU
layer, and one dropout layer. Each fully connected layer
has 1024 neurons and the dropout probability is set to 0.2.

Training Process.
For training, we only use the existing large dataset of 3D
meshes of human bodies with different poses and shapes
in AMASS [6]. The SMPL parameters are obtained by
running MOSH [4] on different MoCap datasets. During
training, we randomly sample the pose θgt and shape βgt

pair from the dataset, and we rotate the human model with
yaw angles uniformly sampled from [−180◦, 180◦], roll
and pitch angles uniformly sampled from [−20◦, 20◦] to
obtain the corresponding 3D joints xgt.

To bridge the gap between perfect 3D joints xgt to the
noisy 3D estimations with missing joints, we randomly
drop joints of xgt with a probability of 20% and add Gaus-
sian noise on each joint. The training loss is only based
on the error between true Θgt={θgt, βgt} and estimated Θ
={θ, β}. Please refer to [7] for more details for the training
process.

Training Routine.
We train the network using Adam optimizer with a learning
rate of 0.001 for 10 epochs. The batch size is set to 512.
The whole training procedure takes roughly 6 hours on an
Nvidia GTX 1080Ti GPU.

2. Ablation Study
2.1. Robust Choice of Anchors.

To further investigate our human proposal generation
method, we conduct the following ablation studies.

First, we analyze how many views observing the hips
are necessary to generate human proposals accurately in a
controlled environment.

Specifically, we use ground truth 2D locations of hips
with a reasonable perturbation to simulate the number of
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observations. We test the algorithm with different view set-
tings and draw the precision and recall of human proposals
in Fig. 1. As a result, the recall of our algorithm is al-
ways good enough even though the hip is detected only in 3
views. This is due to our pipeline only relying on the trian-
gulation from each two views and due to filtering out joints
which are not detected in at least 3 views. However, the
precision is highly related to the outliers generated by the
wrong candidates association and the precision is still over
95 percent even if 2D detection in one view is missing.

Next, we calculate the average number of views where
each hip is observed in real environments and compute the
precision and recall of our pipeline as shown by the red and
blue points in Fig. 1. On the 4D Association Dataset, the
hip joint is detected by 4.8 views on average and our method
achieves a precision of 97.8% and a recall of 94.2%. Com-
bining this with the simulated experiments, the detection of
the hip in 3D is less sensitive to missing joints or errors than
in 2D detections.

After providing evidence that the detection of the hip can
be performed reliably, we further verify this finding by com-
paring our choice with another reliable joint (’head’) that
is used in [2]. We use the head position as anchors and
change the relative position of 3D bounding boxes to con-
tain the whole body. As shown in Tab. 1, the hip is more
suitable for our task compared to the head. This may be
due to the fact that the relative distances between heads and
other body parts vary a lot, depending on the pose of the
subject. This leads to errors when generating bounding box
proposals with fixed size and orientation.

Method Precision(%) Recall(%) F1-score(%)
Ours(head) 81.1 85.2 83.1
Ours(hip) 98.8 94.2 96.4

Table 1. Evaluation of different choices of anchors on the As-
sociation Dataset. One human proposal is valid if the error of its
hip joint is less than 0.2m. Choosing the hip as the anchor achieves
better performance comparing to choosing the head as the anchor.

2.2. Number of Views.

As shown in Tab. 2, reducing the number of cameras
will decrease the precision and recall of our method, since
our pipeline associates 3D joint candidates based on a
confidence-aware voting-based algorithm. When one joint
is observed by more views, the precision of association
and triangulation will become more accurate. However,
if we only use 4 views, we still achieve comparable re-
sults compared to the previous state-of-the-art method with
6 views [3]. This proves that our method exhibits less per-
formance variation over the number of views which demon-
strates the robustness of our method.

Figure 1. Study of the robustness of our human proposal gen-
eration method We change the number of views where the hip is
observed and draw the precision and recall of our method corre-
sponding to different views in red line and blue line respectively.
Note that our method on 4D Association Dataset achieves a pre-
cision of 97.8(red point) and a recall of 94.2(blue point) and the
average number of views where the hip is observed is 4.8. This
proves that our method is robust when a few 2d detections are
missing or noisy.

Method # Views Precision(%) Recall(%) F1-score(%)
Dong et al. [3] 6 71.0 80.2 75.3
Ours 3 61.3 74.4 67.2
Ours 4 66.8 80.6 73.1
Ours 5 76.9 83.2 79.9
Ours 6 90.1 89.0 89.5

Table 2. Study of robustness of our method over number of
views on Association Dataset. We study the influence of number
of views on the precision, recall and f1-score of our method on
Association Dataset. For comparison, the result of previous SOTA
method [3] with 6 views is listed.

2.3. Alternating Optimization.

We optimize our energy function in alternating fashion
since more accurate and complete 3D poses can contribute
to generating a more realistic human model and this hu-
man model contributes in turn to the refinement of incor-
rect joints or infilling of missing joints. We plot the process
of our alternating optimization scheme in Fig. 2. The algo-
rithm gradually improves the 3D poses and typically con-
verges after 10 iterations.

3. More Qualitative Results

In Fig. 6, we show more qualitative comparisons with the
learning-based method[8] and the bottom-up method[9].

We demonstrate more results of our method on
Association[9] in Fig. 3, Shelf[1] Dataset in Fig. 4 and
markerless live data[9] in Fig. 5.



Figure 2. The precision as function of iteration count on As-
sociation Dataset. After 10 steps, our alternating optimization
converges and finally achieves a precision of over 90 percent.

4. Failure Cases

In Fig. 7, we show some failure cases of our method. The
main source of error is very strong occlusions that cannot be
resolved by multiple cameras. For example, when people
are touching or embracing each other.
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Figure 3. Additional Results of our method on Association Dataset(6 views) The 2D reprojections of predicted 3D skeletons and SMPL
mesh model are shown in two different views (left and middle); Skeletons and SMPL models of all the actors in 3D are demonstrated in
the right column.

Figure 4. Results of our method on and Shelf (5 views). The 2D reprojections of predicted 3D skeletons and SMPL mesh model are
shown in two different views (left and middle); Skeletons and SMPL models of all the actors in 3D are demonstrated in the right column.



Figure 5. Results of our method on markerless live data (6 views). The 2D reprojections of predicted 3D skeletons and SMPL mesh
model are shown in two different views (left and middle); Skeletons and SMPL models of all the actors in 3D are demonstrated in the right
column.



Figure 6. Qualitative comparison with VoxelPose [8] and Zhang et al. [9] on the Association Dataset. Different colors stand for
different types of errors: yellow rectangles for missing actors; red rectangles for extra actors; blue circles for incorrect joint positions; purple
circles for abnormal human pose. Each row is an independent sample and the results are the projected 2D poses from the 3D predictions.
Our method is more accurate compared to others especially in challenging scenarios with strong occlusions or highly articulated poses.

Figure 7. Some failure cases (a) One person is carrying the other person. (b) People are doing push-ups. (c) People are embracing each
other.


